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1. Direct Lake Overview
Direct Lake is a storage mode in Power BI that combines the performance of Import mode with the freshness of DirectQuery by reading Delta Lake tables directly from OneLake.
1.1 How Direct Lake Works
1. Reads Parquet files directly from Delta tables in OneLake
1. No data movement or duplication
1. Automatic framing (snapshot) of data
1. VertiPaq engine transcodes Parquet on-demand
1. Falls back to DirectQuery for unsupported scenarios
1. Near real-time data freshness with import-like performance
1.2 Storage Mode Comparison
	Aspect
	Import
	DirectQuery
	Direct Lake

	Data Location
	In dataset cache
	Source system
	OneLake

	Freshness
	Refresh schedule
	Real-time
	Near real-time

	Performance
	Fastest
	Variable
	Fast

	Data Size
	Limited by capacity
	Unlimited
	Large (guardrails)



1.3 Supported Data Sources
1. Lakehouse: Delta tables in /Tables folder
1. Warehouse: Tables and views
1. KQL Database: Tables (preview)
Note: Direct Lake only works with Delta Lake format in OneLake. CSV, JSON, and other files require transformation to Delta tables first.


2. Creating Direct Lake Semantic Models
2.1 From Lakehouse
1. Open Lakehouse in Fabric workspace
1. Click 'New semantic model' button
1. Select tables to include
1. Model is created with Direct Lake mode automatically
1. Define relationships in model view
2.2 From Warehouse
1. Open Warehouse in Fabric workspace
1. Click 'New semantic model' from ribbon
1. Select tables and views
1. Direct Lake mode applied automatically
1. Add measures and relationships
2.3 Auto-Generated vs Custom
	Type
	Auto-Generated
	Custom

	Creation
	Automatic with Lakehouse
	Manual creation

	Tables
	All tables included
	Select specific tables

	Relationships
	May need manual setup
	Define as needed

	Measures
	None by default
	Add during creation



2.4 Model Configuration
// Key settings for Direct Lake models
Storage Mode: Direct Lake (automatic)
Refresh: No scheduled refresh needed
Framing: Configure in Lakehouse settings
Fallback: DirectQuery (configurable)


3. Framing and Data Freshness
Framing is the process of creating a snapshot of Delta table data for Direct Lake queries.
3.1 How Framing Works
1. Frame = snapshot of Delta table state
1. Created when semantic model is refreshed
1. Points to specific Delta table version
1. Queries use frame for consistent results
1. New frame captures recent data changes
3.2 Frame Refresh
Update frames to capture recent data:
1. Manual: Refresh semantic model in Power BI
1. Automatic: Configure auto-refresh in Lakehouse
1. API: Programmatic refresh via REST API
1. Event-driven: Trigger on pipeline completion
3.3 Auto-Refresh Configuration
// Lakehouse SQL analytics endpoint settings
Auto-sync: ON
Sync interval: Every few minutes

// Direct Lake auto-frame
Keep frame up-to-date: Enabled
3.4 Freshness vs Performance Trade-off
	Scenario
	Frame Frequency
	Trade-off

	Real-time ops
	Minutes
	More compute, freshest data

	Daily reporting
	Daily
	Less compute, stale data OK

	Ad-hoc analysis
	On-demand
	Refresh before analysis





4. Guardrails and Fallback
Direct Lake has guardrails that determine when it falls back to DirectQuery mode.
4.1 Direct Lake Guardrails
	Guardrail
	F64 Limit
	Action When Exceeded

	Max rows per table
	~3 billion
	Fallback to DirectQuery

	Max tables
	~1000
	Fallback to DirectQuery

	Max columns per table
	~1500
	Fallback to DirectQuery

	Max model size
	SKU dependent
	Fallback to DirectQuery



4.2 Fallback Behavior
When guardrails are exceeded or unsupported features used:
1. Automatic: Query falls back to DirectQuery
1. Transparent: User doesn't see difference
1. Performance: DirectQuery is typically slower
1. Monitoring: Check query logs for fallback events
4.3 Preventing Fallback
1. Monitor table sizes and row counts
1. Aggregate data before loading to model
1. Use incremental refresh patterns
1. Partition large tables
1. Remove unused columns
4.4 Fallback Configuration
// In semantic model settings
Direct Lake Behavior:
  - Allow fallback to DirectQuery: Yes/No
  - If No: Queries fail when guardrails exceeded
  - If Yes: Automatic fallback (default)


5. Optimization Strategies
5.1 Table Design for Direct Lake
1. Use star schema (optimized for VertiPaq)
1. Denormalize where appropriate
1. Remove unused columns from tables
1. Use appropriate data types
1. Apply V-ORDER when writing Delta tables
5.2 V-ORDER Optimization
V-ORDER is a write-time optimization for Direct Lake performance.
# Enable V-ORDER when writing Delta tables
df.write.format('delta') \
    .option('vorder', 'true') \
    .mode('overwrite') \
    .saveAsTable('gold.fact_sales')
V-ORDER Benefits
1. Faster Direct Lake query performance
1. Better compression
1. Optimized for VertiPaq engine
1. No impact on Spark read performance
5.3 Delta Table Optimization
-- Optimize tables for Direct Lake
OPTIMIZE gold.fact_sales

-- Z-ORDER on commonly filtered columns
OPTIMIZE gold.fact_sales ZORDER BY (date_key, region)

-- Compact small files
OPTIMIZE gold.fact_sales WHERE date_key >= 20240101
5.4 Model Optimization
1. Define relationships correctly (avoid ambiguity)
1. Create measures for common calculations
1. Hide technical columns from report view
1. Use calculation groups for pattern reuse
1. Implement row-level security at model level


6. Monitoring and Troubleshooting
6.1 Monitoring Metrics
1. Direct Lake hit rate (% queries using Direct Lake)
1. Fallback frequency and reasons
1. Frame refresh duration
1. Query response times
1. Table sizes and row counts
6.2 Common Issues
	Issue
	Cause
	Resolution

	Frequent fallback
	Tables exceed guardrails
	Aggregate or partition

	Stale data
	Frame not refreshed
	Configure auto-refresh

	Slow queries
	Missing V-ORDER
	Rewrite with V-ORDER

	Model errors
	Schema changes
	Sync model with source



6.3 Best Practices Summary
1. Use V-ORDER when writing Delta tables
1. Keep tables within guardrail limits
1. Configure appropriate frame refresh
1. Monitor fallback frequency
1. Design star schema for optimal performance
1. Test with representative data volumes

Appendix: Document Information
	Document Title
	Direct Lake Mode Implementation Guide

	Version
	1.0

	Last Updated
	January 2026


Page  of 
